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Overview

▶ PID was originally introduced because Co-Information smears Synergy and
Redundancy together.

▶ “I don’t wanna miss a thing!”, so

▶ Decomposition should be done pointwise (local) for each sample

▶ Decomposition should be done on positive and negative components of information

▶ I’ll describe important implications for the target chain rule.



What do we mean by pointwise or local information?

▶ We can write pointwise (or local) information-theoretic measures for specific
observations/configurations {x, y, z}:

h(x) =− log2 p(x), i(x; y) = log2
p(x|y)
p(x)

h(x|y) =− log2 p(x|y), i(x; y|z) = log2
p(x|y, z)
p(x|z)

▶ Entropy and mutual information are the expected values: H(X) = ⟨h(x)⟩,
I(X;Y ) = ⟨i(x; y)⟩ etc.



Why take a pointwise perspective to PID?

▶ Pointwise terms are in the DNA of information theory, and are the primary citizens

▶ Information content derived by Ash (1965) from axioms:

▶ separation for independent variables,

▶ monotonically decreasing with p, and

▶ continuous with p.

▶ Pointwise MI derived by Fano (1961) from axioms:

▶ once-differentiability,

▶ similar form for conditional MI,

▶ chain-rule, and

▶ separation for independent ensembles.

▶ Average H and I result as corollaries



What does pointwise information decomposition look like?
Finn and Lizier (2018a):

▶ Pointwise decomposition for each realisation (t, s1, s2)

i(t; s1) = r(t : s1, s2) + u(t : s1\s2)
i(t; s2) = r(t : s1, s2) + u(t : s2\s1)

i(t; s1s2) = r(t : s1, s2) + u(t : s1\s2) + u(t : s2\s1) + c(t : s1, s2)

▶ Should be able to take the expectation over all realisations

R(T : S1, S2) =
〈
r(t : s1, s2)

〉
U(T : S1\S2) =

〈
u(t : s1\s2)

〉
C(T : S1, S2) =

〈
c(t : s1, s2)

〉
U(T : S2\S1) =

〈
u(t : s2\s1)

〉
▶ This should recover/provide the (average) information decomposition

I(T ;S1) = R(T : S1, S2) + U(T : S1\S2)

I(T ;S2) = R(T : S1, S2) + U(T : S2\S1)

I(T ;S1S2) = R(T : S1, S2) + U(T : S1\S2) + U(T : S2\S1) + C(T : S1, S2)



Motivating example: PWUNQ

▶ Pointwise analysis hides nothing; averages smear.

▶ What might we desire for PWUNQ (Finn and Lizier, 2018a):

p s1 s2 t i(t; s1) i(t; s2) i(t; s1s2) r u1 u2 c

1/4 0 1 1 0 1 1 0 0 1 0
1/4 1 0 1 1 0 1 0 1 0 0
1/4 0 2 2 0 1 1 0 0 1 0
1/4 2 0 2 1 0 1 0 1 0 0

Expected values 1/2 1/2 1 0 1/2 1/2 0

▶ According to Imin Williams and Beer (2010), ŨI of Bertschinger et al. (2014), SVK of
Griffith and Koch (2014) and Ired of Harder et al. (2013)

R = ⟨r⟩ = 1/2 bit ̸= 0 bit



Pointwise measures describe dynamics

Local information storage and transfer confirmed conjectures (Langton and others)
regarding computational roles of blinkers and gliders.

(a) Raw CA
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(c) Transfer (to right) dynamics

What more could we learn from studying redundancy and
synergy etc. here?

http://github.com/jlizier/jidt

http://github.com/jlizier/jidt/


Pointwise Partial Information Decomposition
Lizier et al. (2013) originally suggested that average and local PID should be
consistent: better to have average constructed from local (Finn and Lizier, 2018a).

Axioms (PPID)

(1) Symmetry: r(t : s1, . . . , sn) is invariant under permutations of the si’s

(2) Monotonicity: r(t : s1, . . . , sn) ≤ r(t : s1; . . . ; sn−1)

(3) Self-redundancy: r(t : si) = i(t; si)

▶ But pointwise mutual information is not non-negative:

1. Can’t take direct minsi i(t; si)

2. Ince (2017a) considers positive and negative i(t; si) terms separately, only taking
redundancy when signs align.

3. This may be a net of redundancies of positive and negative information though ...
smearing them together in same way as co-information smears R and C



Smearing positive and negative information

Are we seeing everything that is redundant in full or smearing?

▶ Skewed XOR:

p s1 s2 t i(t; s1) i(t; s2) i(t; s1s2)

2/5 0 0 0 0.30 0.30 1
1/4 1 0 1 0.51 -0.38 1
1/4 0 1 1 -0.38 0.51 1
1/10 1 1 0 -0.81 -0.81 1

▶ Sample (s1 = 1, s2 = 1, t = 0) – misinformation from each (redundant?), but positive
information from joint (s1 = 1, s2 = 1)

▶ What happens when we decompose joint (s1 = 1, s2 = 1) with another variable? What
if we decomposed ((s1, s2), (s1, s2))?



What is pointwise information i(t, s1)?

▶ The surprise of the posterior compared to the surprise of the prior for event (t, s1)

Prior p(t) −→ p(t|s1) Posterior

▶ Finn and Lizier (2018b)—this change is ultimately derived from exclusions
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where tc = {T \t} and s1
c = {S1\s1}



Different exclusions can lead to same MI
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▶ The exclusions differ, but yet

i(t; s1) = i(t; s2) = 4/3 bit

▶ Pointwise MI is not injective



Two types of exclusions
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(Purely ) informative exclusion
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Misinformative exclusions

▶ Idea: split the pointwise MI into two components

i(s→ t) = i+(s→ t)− i−(s→ t)



Two types of exclusions
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General case

▶ Idea: split the pointwise MI into two components

i(s→ t) = i+(s→ t)− i−(s→ t)

▶ In Finn and Lizier (2018b) we proved the unique
functions satisfying minimal axioms:
▶ Non-negativity;
▶ Monotonicity with exclusion sizes;
▶ Self-information:

i+(s→s) = i(s : s) = − log p(s);
▶ Chain rule:

i±(s1, s2→ t) = i±(s1→ t) + i±(s2→ t|s2);
were:

(Specificity) i+(s1→ t) = h(s1) = − log p(s1)

(Ambiguity) i−(s1→ t) = h(s1|t) = − log p(s1|t)



Two types of exclusions
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Purely informative exclusion

▶ Exclusions on tc are purely informative – they only
contribute to the Specificity of s1.
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Misinformative exclusions

▶ Exclusions on t are misinformative in net, whilst
they contribute to both the Specificity and
Ambiguity of s1.



Specificity and ambiguity decomposition
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i(s1→ t) = i(s2→ t) = log 4
3 bit

i+(s1→ t) = log 4
3 bit, i−(s1→ t) = 0 bit

i+(s2→ t) = log 8
3 bit, i−(s2→ t) = 1 bit



PPID using Specificity and Ambiguity (Finn and Lizier, 2018a)

Axioms (PPID using Specificity and Ambiguity)

(1) Symmetry: i±∩
(
a1, . . . ,ak→ t

)
is invariant under permutations of the ai’s

(2) Monotonicity: i±∩
(
a1, . . . ,ak−1,ak→ t

)
≤ i±∩

(
a1, . . . ,ak−1→ t

)
(3) Self-redundancy: i±∩ (ai→ t) = i±(ai→ t)

▶ Yields two redundancy lattices: the specificity and ambiguity lattices

▶ The two lattices are non-negative: no smearing, no negativity problem

▶ Still need a measure of redundant information on each lattice

▶ Finn and Lizier (2018a) (as follows)
▶ Makkeh et al. (2021)
▶ (Ince (2017b) “Partial Entropy Decomposition” is similar)



PPID using Specificity and Ambiguity (Finn and Lizier, 2018a)

Additional Axiom (PPID using Specificity and Ambiguity)

(4) Two event partition: The pointwise redundant specificity i+∩ and pointwise redun-
dant ambiguity i−∩ are functions of the probability measures on the two-event parti-
tions Aa1

1 × T t, . . . ,Aak
k × T t.

▶ Akin to Assumption (∗) of Bertschinger et al. (2014)→must infer shared info
(redundancy) without full joint distribution (p(t, s1, s2) for two sources).

▶ Formalised from lattice theory by Conor yesterday: proper domain for the lattice
function on intersection lattice of joint vectors.

▶ Falls out naturally in considering Union information as what one can get from
measures p(t, s1) and p(t, s2) but not p(t, s1, s2).

▶ Leads us to define the redundant specificity and redundant ambiguity

r+min(s1, . . . , sk→ t) = min
sj

h(sj) r−min(s1, . . . , sk→ t) = min
sj

h(sj |t)



Example: PWUNQ

p s1 s2 t i+1 i−1 i+2 i−2 i+12 i−12 r+ u+
1 u+

2 c+ r− u−
1 u−

2 c−

1/4 0 1 1 1 1 2 1 2 1 1 0 1 0 1 0 0 0
1/4 1 0 1 2 1 1 1 2 1 1 1 0 0 1 0 0 0
1/4 0 2 2 1 1 2 1 2 1 1 0 1 0 1 0 0 0
1/4 2 0 2 2 1 1 1 2 1 1 1 0 0 1 0 0 0

Expected values 3/2 1 3/2 1 2 1 1 1/2 1/2 0 1 0 0 0

▶ Recombining the average specificities and average ambiguities yields the PID

R(T : S1, S2) = 1− 1 = 0 bit U(T : S1\S2) = 1/2 − 0 = 1/2 bit

C(T : S1, S2) = 0− 0 = 0 bit U(T : S2\S1) = 1/2 − 0 = 1/2 bit

▶ Matches the PPID suggested earlier



Example: XOR

p s1 s2 t i+1 i−1 i+2 i−2 i+12 i−12 r+ u+
1 u+

2 c+ r− u−
1 u−

2 c−

1/4 0 0 0 1 1 1 1 2 1 1 0 0 1 1 0 0 0
1/4 0 1 1 1 1 1 1 2 1 1 0 0 1 1 0 0 0
1/4 1 0 1 1 1 1 1 2 1 1 0 0 1 1 0 0 0
1/4 1 1 0 1 1 1 1 2 1 1 0 0 1 1 0 0 0

Expected values 1 1 1 1 2 1 1 0 0 1 1 0 0 0

▶ Recombining the average specificities and average ambiguities yields the PID

R(T : S1, S2) = 1− 1 = 0 bit U(T : S1\S2) = 0− 0 = 0 bit

C(T : S1, S2) = 1− 0 = 1 bit U(T : S2\S1) = 0− 0 = 0 bit

▶ Identifies redundancy due to shared knowledge from Bertschinger et al. (2014)



Target chain rule

▶ There is a target chain rule, in net for r = i+ − i−, when using these components,
regardless of chosen i±∩ measure:

r
(
s1, s2→ t1

)
+ r

(
s1, s2→ t2|t1

)
= i+∩

(
s1, s2→ t1

)
− i−∩

(
s1, s2→ t1

)
+

i+∩
(
s1, s2→ t2|t1

)
− i−∩

(
s1, s2→ t2|t1

)
= i+∩

(
s1, s2→ t1, t2

)
− i−∩

(
s1, s2→ t1

)
+

i−∩
(
s1, s2→ t1

)
− i−∩

(
s1, s2→ t2|t1

)
= i+∩

(
s1, s2→ t1, t2

)
− i−∩

(
s1, s2→ t2, t1

)
.

=r
(
s1, s2→ t1, t2

)
▶ Chain rule is not on the individual components for a target (since the components

don’t directly deal with information about the target)

▶ Chain rule is on the sources, and for the target in net.



Target chain rule and two bit copy (Finn and Lizier, 2018a)
A target chain rule is critical because it provides a consistent decomposition of the
infamous two-bit copy I({S1, S2};S1, S2).

p s1 s2 t12 t13 t23 ta i+1 i−1 i+2 i−2 i+12 i−12 r+ u+
1 u+

2 c+

1/4 0 0 00 00 00 a 1 0 1 0 2 0 1 0 0 1
1/4 0 1 01 01 11 b 1 0 1 0 2 0 1 0 0 1
1/4 1 0 10 11 01 c 1 0 1 0 2 0 1 0 0 1
1/4 1 1 11 10 10 d 1 0 1 0 2 0 1 0 0 1

Expected values 1 0 1 0 2 0 1 0 0 1

▶ Recombining the average specificities and average ambiguities yields the PID

R(T : S1, S2) = 1− 0 = 1 bit U(T : S1\S2) = 0− 0 = 0 bit

C(T : S1, S2) = 1− 0 = 1 bit U(T : S2\S1) = 0− 0 = 0 bit

▶ Result is the same as it is for Imin of Williams and Beer (2010) – doesn’t mean we
agree with that ...

▶ Because we can chain TBC multiple other ways – information theory is semantic free



Target chain rule and two bit copy

▶ Information theory is supposed to be semantic free – the only valid way to validly
separate contributions to targets is if we have a target chain rule.

▶ Bertschinger et al. (2013) state that target chain rule (plus local positivity) implies
identity (claim is incorrect)

▶ Not by pointing to wires on circuit diagrams (Tcopy ≡ Talt)

p s1 s2 t12 t13 t23 ta i+1 i−1 i+2 i−2 i+12 i−12 r+ u+
1 u+

2 c+

1/4 0 0 00 00 00 a 1 0 1 0 2 0 1 0 0 1
1/4 0 1 01 01 11 b 1 0 1 0 2 0 1 0 0 1
1/4 1 0 10 11 01 c 1 0 1 0 2 0 1 0 0 1
1/4 1 1 11 10 10 d 1 0 1 0 2 0 1 0 0 1

Expected values 1 0 1 0 2 0 1 0 0 1



Target chain rule and two bit copy

p s1 s2 t12 t13 t23 ta i+1 i−1 i+2 i−2 i+12 i−12 r+ u+
1 u+

2 c+

1/4 0 0 00 00 00 a 1 0 1 0 2 0 1 0 0 1
1/4 0 1 01 01 11 b 1 0 1 0 2 0 1 0 0 1
1/4 1 0 10 11 01 c 1 0 1 0 2 0 1 0 0 1
1/4 1 1 11 10 10 d 1 0 1 0 2 0 1 0 0 1

Expected values 1 0 1 0 2 0 1 0 0 1

For Rmin the amigbuity terms in first target are cancelled by specificity terms for
(conditional) second target, giving the consistent result in net.



Target chain rule, two bit copy and XOR

▶ Chaining of I(S1,2;T3) + I(S1,2;T1|T3) is most demonstrative:

▶ For I(S1,2;T1|T3) the source and targets completely overlap (in space conditional on
T3→R = 1 here.

▶ I(S1,2;T3) as the other piece is just XOR – so our answer to XOR locks in our
answer to TBC.

▶ If you want identity to hold, you would have to have R = −1, U1 = 1, U2 = 1 for XOR.

▶ If you want positivity, you can have C = 1 but not identity. (Chain rule + positivity
does not imply identity).

▶ This is revealing about our XOR answer (hidden redundancy necessary for
accounting for chaining; see also I(S1,2;T1) + I(S1,2;T3|T1))



Target chain rule and two bit copy

▶ Information theory is supposed to be semantic free – the only valid way to validly
separate contributions to targets is if we have a target chain rule.

▶ Demanding “identity” without demanding a chain rule to provide it is non-sensical.

▶ Interpretation via a target chain rule, and working with negative components, is the
way to resolve two bit copy.



Further properties of rmin

▶ Can be interpreted in terms of Kelly gambling: MI as optimal doubling rate,
chained as accumulator betting

▶ Is generalisable beyond two sources

▶ Many echoes of intuition behind previous measures, e.g. (Bertschinger et al.,
2014; Ince, 2017a; Williams and Beer, 2010), but is fully pointwise and
component-wise.



Conclusion

▶ Don’t smear!

▶ If you really mean it, make sure your decomposition functions on:

▶ Pointwise events, and

▶ Specificity and ambiguity components.

▶ If you don’t you are smearing!

▶ Target chain rule is crucial; along with handling negativity it provides consistent
decomposition of two-bit copy I({S1, S2};S1, S2) – we don’t talk about “identity”.
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