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Abstract The human brain undertakes highly sophis-

ticated information processing facilitated by the inter-

action between its sub-regions. We present a novel method

for interregional connectivity analysis, using multivari-

ate extensions to the mutual information and trans-

fer entropy. The method allows us to identify the un-

derlying directed information structure between brain

regions, and how that structure changes according to

behavioral conditions. This method is distinguished in

using asymmetric, multivariate, information-theoretical

analysis, which captures not only directional and non-

linear relationships, but also collective interactions. Im-

portantly, the method is able to estimate multivariate

information measures with only relatively little data.
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We demonstrate the method to analyze functional mag-

netic resonance imaging time series to establish the di-

rected information structure between brain regions in-

volved in a visuo-motor tracking task. Importantly, this

results in a tiered structure, with known movement

planning regions driving visual and motor control re-

gions. Also, we examine the changes in this structure

as the difficulty of the tracking task is increased. We

find that task difficulty modulates the coupling strength

between regions of a cortical network involved in move-

ment planning and between motor cortex and the cere-

bellum which is involved in the fine-tuning of motor

control. It is likely these methods will find utility in

identifying interregional structure (and experimentally

induced changes in this structure) in other cognitive

tasks and data modalities.
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1 Introduction

Distributed computation in the brain is a complex pro-

cess, involving interactions between many regions in or-

der to achieve a particular task. Thus, in order to under-

stand neural processing it is of particular importance

to understand how different brain regions interact [10].

Our interest lies in establishing directed, interregional,

functional information structure in the brain based on

particular cognitive tasks. Several studies have consid-

ered similar goals. By observing common information in

different brain regions at different times, a flow of in-

formation was inferred between different regions [40,3].
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Functional brain networks were inferred with a measure

of information transfer in a model of the macaque cor-

tex [21]. Also, single-variate information transfer was

studied at the regional level in fMRI measurements

in the human visual cortex [20]. Undirected structure

was studied with multivariate analysis at the regional

level in fMRI measurements during visual processing

[7]. Other information-theoretical measures were used

to study information transfer between brain areas of

macaques [27]. A different approach often used in fMRI

is dynamic causal modeling, a model-based approach

that compares a set of a priori defined neural models

and tests how well they explain the experimental data

[14].

In establishing such information structure, we are

particularly interested in capturing nonlinear, directional,

collective interactions between different subregions of

one brain region facilitating outcomes in another re-

gion. Some of the above studies use linear methods only

(e.g., Granger causality [4] and linear approximations

[27]), others do not capture whether an effect is due to

a collective interaction from two or more driving ele-

ments (e.g. [20] examines only average values over all

voxels in a region), or do not specifically examine the

regional level of interactions. Also, some are not direct

measures of information transfer, rather inferences of

(undirected) common information (e.g. [7]). Others are

reliant on the assumption of an underlying neural model

(e.g. [14]).

Here, we present a new approach to detecting di-

rected information structure between brain regions in

cognitive tasks. Our approach examines the statisti-

cal significance of an ensemble of information transfer
measurements between pairs of brain regions, each of

which examines multiple variables (voxels for fMRI) in

each brain region. This asymmetric, multivariate, infor-

mation-theoretical analysis captures not only non-lin-

ear relationships, but also collective interactions aris-

ing from small groups of variables in each region, and

the direction of these relationships. We present a de-

tailed description of the mathematical foundations of

the approach in Section 2, and a detailed study of the

efficacy of the technique when applied to artificial data

sets in Appendix A. Of particular importance is that

this approach considers the collective interactions re-

sulting from the combined activity of multiple driving

elements. An example collective interaction is the Ex-

clusive-OR (XOR) logical operation, where analyzing

single inputs in isolation reveals nothing about the out-

come, since it is determined collectively by the multi-

ple input variables. From a practical perspective, multi-

voxel analysis is necessary in order to detect complete

spatiotemporal patterns of activity [34,18], which are

known to be more informative about experimental con-

ditions than single voxel activity. Furthermore, the in-

formation-theoretical basis of our approach distinguishes

it in allowing direct measurement of asymmetric infor-

mation transfer, and makes it model-free. Also, the par-

ticular combination of information theory and multi-

voxel analysis here is novel, as is the ability of the

technique to provide insights from relatively small data

sets. Finally, note that the interregional information

networks inferred here are functional, directed networks

rather than structural networks [12,21]. Functional net-

works provide insight into the logical structure of the

network and how this structure changes as a function of

network activity (regardless of whether the underlying

anatomy is known).

We are also interested in determining the changes

in such directed information structure as the cogni-

tive task changes. Changes in connectivity in a visual

attention task have been illustrated with many tech-

niques, e.g. dynamic causal modeling [13], (pairwise)

Granger causality [4] or psycho-physiological interac-

tion [5]. Visual integration across the visual field also

changes the connectivity [19]. In addition, changes in

connectivity pattern between brain regions have been

associated with diseases [1,37]. We describe a statistical

analysis that can be used with our approach in order to

infer differences in the directed interregional structure

as the cognitive task changes.

The method was tested on fMRI data from a study

where subjects undertake a visuo-motor tracking task

under various task difficulties. In Section 3 we present

the materials and methods for this fMRI data set. We

demonstrate the method in Section 4 by applying it to

study the connectivity during this tracking task. Our

analysis of the fMRI data here yields a distinct, tiered,

directed interaction structure which connects cortical

movement planning regions (as information sources) to

subcortical motor control regions (as information des-

tinations). The correlations of the strength of the in-

terregional relationships with task difficulty are then

analyzed to determine which pairs of regions have: a.

more in common, or b. a more pronounced directional

relationship as the task difficulty increases. Most sig-

nificantly, we identify an increased coupling between

regions involved in movement planning and execution

with task difficulty. The method is thus demonstrated

to be useful for investigating interregional structure in

fMRI studies, but it can certainly also be applied to

other modalities such as electrophysiological multi-elec-

trode array recordings.
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2 Methods - Interregional information

structure analysis technique

In this section, we present our method for detecting

directed information structure between brain regions

during cognitive tasks. The natural domain for mea-

suring information transfer is information theory (e.g.

see [33]), which provides a model-free, non-linear plat-

form for quantifying the information content of individ-

ual variables, variable collections or exchanges between

variables.

We first describe the underlying information-theo-

retical measures in Section 2.1, then outline how to ex-

tend them to measure multivariate and interregional

information transfer in Sections 2.1.3 and 2.1.4. Sub-

sequently, we describe how to measure the statistical

significance of the interregional information transfer in

order to infer directed information links in Section 2.2.

Finally, we describe how to detect changes in the di-

rected structure as the cognitive task changes in Section

2.3.

2.1 Information-theoretical measures

The fundamental quantity in information theory [33]

is the Shannon entropy, which represents the uncer-

tainty associated with any measurement x of a ran-

dom variable X (logarithms are in base 2, giving units

in bits): H(X) = −
∑

x p(x) log2 p(x). The joint en-

tropy of two random variables X and Y is a generaliza-

tion to quantify the uncertainty of their joint distribu-

tion: H(X,Y ) = −
∑

x,y p(x, y) log2 p(x, y). The condi-

tional entropy of X given Y is the average uncertainty

that remains about x when y is known: H(X|Y ) =

−
∑

x,y p(x, y) log2 p(x|y). While the standard definition

of these values considers discrete variables, continuous

variables can be considered using techniques such as

kernel estimation [24].

In this work, we use two particular information-the-

oretical measures to study the information transfer be-

tween pairs of variables X and Y : the mutual informa-

tion and the transfer entropy. Here, we describe them

and the manner in which they are extended to provide a

measure of transfer between two regions or sets of vari-

ables, which is directional, nonlinear and incorporates

collective interactions.

2.1.1 Mutual information as a symmetric measure of

common information

The mutual information (MI) between X and Y

measures the average reduction in uncertainty about x

(or entropy H of x) that results from knowing the value

of y, or vice versa:

I(X;Y ) =
∑
x,y

p(x, y) log2

p(x, y)

p(x)p(y)
. (1)

In this way, I(X;Y ) is a symmetric measure of the com-

mon information between X and Y . Though it has been

previously used to measure directed information trans-

fer from one variable to another, this is not valid: it is a

static, symmetric measure of shared information. This

is useful in its own right: it may be considered as a re-

sult, but not a direct measure, of information transfer.

The MI has been used for example to study functional

structure of cortical neural networks via analysis of neu-

ronal spike trains [2].

Here, the MI is estimated for continuous-valued vari-

ables using the techniques of Kraskov et al. [26,25]. This

technique uses kernel estimation with enhancements de-

signed specifically to handle data with a small number

of observations. We use a window size of the two closest

observations for the Kraskov-estimators here.

Also, note that the conditional mutual information

between X and Y given Z is the MI between X and Y

when Z is known:

I(X;Y |Z) = H(X|Z)−H(X|Y,Z)

= H(Y |Z)−H(Y |X,Z). (2)

2.1.2 Transfer entropy as a directed measure of

information transfer

The transfer entropy (TE) [39] was introduced as a

directed measure of dynamic information transfer from

one variable to another. It quantifies the information

provided by a source node about a destination’s next

state that was not contained in the past of the desti-

nation. Specifically, the transfer entropy from a source

node Y to a destination X is the average mutual in-

formation between the previous state of the source yn
and the next state of the destination xn+1 at time

n + 1, conditioned on the past k states of the desti-

nation x
(k)
n = {xn, xn−1, . . . , xn−k+1}1,2:

Tk(Y → X) =
∑

xn+1,x
(k)
n ,yn

p(xn+1, x
(k)
n , yn)

× log2
p(xn+1|x(k)

n ,yn)

p(xn+1|x(k)
n )

. (3)

1 The TE can be formed as Tk,l(Y → X), where l past

states of Y are considered as the information source y
(l)
n =

{yn, yn−1, . . . , yn−l+1}.
2 Note that the TE is equivalent to the directed transinforma-

tion (DTI) measure under certain parameter settings for the DTI

(specifically M = 1 and N = 0) as per [20]. Also, note that the

TE is equivalent to the specific formulation of the DTI used in
[38] if the TE parameter l (discussed in footnote 1) is set equal

to k.
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Equivalently, we can express this directly as a condi-

tional MI, or as the sum of two MI quantities:

Tk(Y → X) =I(Y ;X ′|X(k)), (4)

Tk(Y → X) =I
(
Y ; (X ′, X(k))

)
− I(Y ;X(k)), (5)

where X ′ refers to the next state of the destination and

X(k) refers to its past k states.

The TE may be measured for any two time series X

and Y and is always a valid measure of the predictive

gain from the source, but only represents physical in-

formation transfer when measured on a causal link [28],

e.g. directed anatomical connections. Here, we will use

a history length k = 1 due to limitations of the number

of observations. While the TE is not a direct measure of

causal effect, the use of this short history length alters

the character of the measure towards inferring causal

effect [28].

As per Eq. (5), the TE is computed here using two

MI estimators in the style of [26,25]3. Again, we use

a window size of the two closest observations for the

Kraskov-estimators here.

The TE is then a non-linear, directional measure

for the information transfer between two variables. It

has been used for example to analyze cortical interac-

tions in simulated data [21], EEG data [8,16], and fMRI

data [20], while a related measure was used in the inves-

tigations in [27]. It is important to note however that

it does not detect the information transfer due to the

interaction between two or more source variables. To

capture this aspect, we need to extend it to consider

multivariate sources and destinations.

2.1.3 Extending information transfer to multivariate

source and destination

Each of these measures of information transfer may

be trivially extended to consider joint variables as the

source and destination, i.e. we have I(X; Y) and Tk(Y →
X) = I(Y; X′|X(k)) where X and Y are joint variables.

The multivariate mutual information I(X; Y)

measures the amount of information shared between

a set of source variables Y and a set of destination

variables X. It has been studied for example in fMRI

data in [7].

The multivariate transfer entropy Tk(Y → X)

(see Fig. 1) measures the amount of information that a

set of source variables Y provides about a set of desti-

nation variables X, that was not contained in the past

of the destination set. While the multivariate TE has

been considered elsewhere (e.g. in genetic microarray

3 Note the TE could be computed in the style of [26,25] but

with a direct conditional MI calculation as per [9].

Fig. 1 Multivariate transfer entropy Tk(Y → X) =
I(Y;X′|X(k)) from the set of source variables Y to the set of

destination variables X.

data sets [42]), we are not aware of its application to

fMRI data as yet. This is an important extension, be-

cause multivariate voxel patterns are known to be more

informative about experimental conditions than single

voxel activity [34,18]. In particular, Tk(Y → X) will

capture the information transfer that occurs due to the

interaction between a set of source variables (e.g. an ex-

clusive-OR type interaction); univariate analysis cannot

capture this. As such, in the multivariate TE we now

have a measure for information transfer that is non-lin-

ear, directional and captures collective interactions.

Note however that the number of available observa-

tions limits the number of joint variables that may be

analyzed in this manner (e.g. see [32,26], and Section

2.2.2 and Appendix A.2 later). This is because spurious

correlations are more frequently “detected” as this limit

is approached, increasing the error in measurement.

2.1.4 Measuring information transfer between two

regions of variables

Though theoretically appealing, it is generally imprac-

tical for us to compute the interregional information

transfer as the multivariate transfer entropy Tk(Ra →
Rb) between the complete sets of variables in two re-

gions Ra and Rb. This is because a “region” in most

neural applications contains many variables4. Complete

sampling of these massively multivariate spaces would

require many orders of magnitude more observations in

time than could be practically obtained (see [32,26]).

As such, the most practical way to retain the benefits

of this measure is to compute the interregional informa-

tion transfer from region Ra to region Rb as the multi-

variate TE averaged over a large number S of samples

of pairs of subsets of v variables in each region:

Tk,v(Ra → Rb) = 〈Tk(Ra,i → Rb,j)〉i,j . (6)

4 For example, fMRI regions contain potentially hundreds of

voxels.
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Here i and j label the sample subsets Ra,i and Rb,j

of size v in each region. Again, while it is desirable

to average over all pairs of subsets from each region,

where:

S =

(
|Ra|
v

)(
|Rb|
v

)
, (7)

this is impractical for large region sizes |Ra| and |Rb|. In

practical situations, S must be limited with the sample

subsets selected randomly. Thus, Tk,v(Ra → Rb) pro-

vides a measure of interregional information transfer

that is non-linear, directional, captures collective inter-

actions and can be realistically implemented.

The same technique of averaging over subsets of size

v can be used with the multivariate MI to produce a

similar but non-directional measure, the interregional

mutual information:

Iv(Ra; Rb) = 〈I(Ra,i; Rb,j)〉i,j . (8)

Indeed, this is done in [7], where the authors addition-

ally condition on experimental conditions.

Finally, we note that both measures may be aver-

aged over subjects s in order to assess group effects.

This gives the following expressions:

T g
k,v(Ra → Rb) = 〈Tk,v(Ra → Rb)〉s , (9)

Igv (Ra; Rb) = 〈Iv(Ra; Rb)〉s . (10)

2.2 Significance testing of information based

connectivity measures

The measures described above quantify the informa-
tion transfer between two single variables or sets of

variables. However, it is important to realize that since

they are computed from a finite number of observations,

these measurements are actually random variables.

Hence, the presence or absence of a connection (MI

or TE) needs to be assessed using statistical tests. In

the following we explain the statistical procedures used

to infer interregional links in this study. We use the

TE to illustrate the procedures; note that they are also

applicable to the MI.

2.2.1 Significance testing of the transfer entropy

First, we consider statistical significance testing for the

standard univariate TE measurement Tk(Y → X), as

previously described in [43,8]. The null hypothesis H0

of the test is that the state changes x
(k)
n → xn+1 of

the destination X have no temporal dependence on the

source Y .

Assuming H0 true, we need to determine the dis-

tribution of TE measurements Tk(Y p → X) under this

condition. This is done5 by (see Fig. 2):

1. generating many surrogate time-series (say P of them)

by permuting the elements yn of the source time se-

ries Y to obtain each surrogate Y p, then

2. using each Y p to compute a surrogate TE to X:

Tk(Y p → X).

Importantly, these surrogates are computed from the

same number of observations, and the same distribu-

tions p(yn) and p(xn+1|x(k)n ); the only difference is that

the temporal dependence p(xn+1|x(k)n , yn) of the state

changes of the destination on the source has been de-

stroyed. Thus the distribution of the surrogates Tk(Y p →
X) describes our expectation for Tk(Y → X) under H0.

We can then:

3. determine a one-sided p-value of the likelihood of

our observation of Tk(Y → X) being distributed

as Tk(Y p → X); i.e. the probability of observing a

greater Tk(Y → X) than that actually measured,

assuming H0. This can be done either by directly

counting the proportion of surrogates where Tk(Y p →
X) ≥ Tk(Y → X), or assuming a normal distri-

bution of Tk(Y p → X) and computing the p-value

under a z-test6.

4. For a given α value, we reject H0 when p < α, con-

cluding then that a significant directed temporal re-

lationship between the source and destination does

exist.

This method provides an objectively determined thresh-

old for any TE measurement, and the given α allows

comparison to other pairs of variables.

2.2.2 Significance testing of interregional measures

Significance testing of the multivariate measure Tk(Y →
X) is a straightforward extension. Most importantly, in

generating the surrogates Yp we do not permute the

component time series Y1, Y2, . . . of Y individually but

permute the vectors yn at each time point n in Y as

a whole. This ensures that the only difference in mak-

ing the surrogate measurements Tk(Yp → X) is the

temporal relationship p(xn+1|x(k)
n ,yn).

Significance testing can similarly be extended to the

interregional measure Tk,v(Ra → Rb), though there are

a number of subtle differences. The process begins by:

5 The following explanation assumes that only one previous
state yn of the source is used in the computation of Tk(Y → X);

i.e. the parameter l = 1 (see [39]).
6 We use z-tests in our experiments in Section 4 because we

are comparing to very low α values after making Bonferroni cor-
rections (see Section 2.2.2), which would render direct counting

quite sensitive to statistical fluctuations.
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Fig. 2 Significance testing of the transfer entropy measurement

Tk(Y → X) is performed by (Section 2.2.1): 1. generating a num-
ber of surrogate source time-series Y p by permuting the elements

yn of Y ; 2. measuring Tk(Y p → X) for each surrogate Y p; 3,4.
determining the likelihood of Tk(Y → X) being distributed as

Tk(Y p → X). The method can be extended to multivariate Y

and X by generating corresponding surrogate source time-series
Yp by permuting the elements yn of Y (Section 2.2.2). Signif-

icance testing of the interregional measure Tk,v(Ra → Rb) is

similar in principle, with small differences in execution described
in Section 2.2.2.

1. generating P surrogate regional time-series Rp
a, by

permuting the elements ra,n of Ra, then

2. using each Rp
a to compute a surrogate interregional

TE to Rb: Tk,v(Rp
a → Rb).

A crucial difference to significance testing for the uni-

variate TE is that these surrogate interregional TE mea-

surements are means of S surrogate multivariate TE

measurements Tk(Rp
a,i → Rb,j) for paired subsets i and

j of v variables. Importantly, the p-th permutation is

applied to the whole source region as Rp
a before the S

subsets i of v variables for each Rp
a,i are selected from

it. Also, for each of the P permutations Rp
a the same

subsets i and j must be selected as for the actual mea-

surement Tk,v(Ra → Rb) in Eq. (6). Together, these

constraints ensure that the only difference in making

the surrogate measurements Tk(Rp
a,i → Rb,j) is the

temporal relationship p(rb,n+1|r(k)b,n, ra,n).

We can then compute a p-value and draw a conclu-

sion on the significance of a directed interregional link

by comparing Tk,v(Ra → Rb) with the P surrogate val-

ues Tk,v(Rp
a → Rb) as per steps 3 and 4 in Section 2.2.1

above. Note that when using a z-test to compute the p-

value, we write the mean over all P surrogate measures

as:

T
P

k,v(Ra → Rb) = 〈Tk,v(Rp
a → Rb)〉p . (11)

while the equivalent for the MI is labeled I
P

v .

It is important to note that the method does not

exclude bidirectional relationships (i.e. it does not just

look for which direction was strongest).

Finally, we note that in assessing connectivity be-

tween pairs within R regions, we should correct our sta-

tistical threshold of α for multiple comparisons. We use

the common Bonferroni correction and thus αc = α/N ,

where N is the number of connections tested. For undi-

rected links (e.g. with MI) we have N = R(R − 1)/2;

for directed links (e.g. with TE) we have N = R(R−1).

Note that except for the number of connections, which

is the double for the directed measure of TE, there is no

difference between the two measures from a statistical

point of view.

In Appendix A we demonstrate the ability of the

technique to correctly infer interregional links in a nu-

merical data set with relatively low, non-linear cou-

pling, and a small number of observations. We also

demonstrate some level of robustness of the technique

to undersampling in the data sets, and to inference

where data sets are logically related without being di-

rectly linked. Also, we demonstrate how the statistical

significance of the interregional measure can be used to

guide the selection of the number of joint variables v.

In particular, we quantitatively demonstrate that if v is

too large given the number of observations, the measure

is more susceptible to “detecting” spurious correlations

amongst the variables, introducing large variance into

the surrogates Tk,v(Rp
a → Rb) and thereby increasing

the p-value. Using the raw measurement alone will not

discern this situation.

2.2.3 Significance testing across a group of subjects

This method of identifying significant interregional links

outlined above is suitable for application on the indi-

vidual level for a given p = αc level. Here we describe

how to summarize the structure of connectivity for a
set of regions across a group of subjects.

We can summarize the results for each subject s in

a matrix Ms(a, b) representing the connectivity from

Ra to Rb in the following way. For a significantly pos-

itive interregional TE measurement7 between regions

Ra and Rb a 1 is entered at the corresponding position

in the matrix. A significantly negative TE is entered as

-1, while all other entries are set to zero. This matrix

summarizes the significance (non-zero values) and di-

rection of the effect (larger or smaller than chance, 1 or

-1 respectively).

To summarize the structure of the connectivity across

subjects, the significance matrices of the n subjects are

added: M(a, b) =
∑

sMs(a, b). The values of M(a, b)

range from−n to n. A value of 0 indicates that the num-

ber of positive and negative significant results was equal

across subjects (including the case, where both values

were 0). A positive number m indicates that across all

7 We analyze the MI with separate matrices.
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subjects, there were m subjects more that had a signif-

icant effect with a positive mean, than with a negative

mean (e.g. 4 positive means and 0 negative means, but

also 6 positive means and 2 negative means). The bino-

mial distribution B(n, p = α), with p = α being the sta-

tistical threshold for the single subjects, approximates8

our expectation of m from chance alone. As such, we

compare m to B(n, p = α) to determine whether the in-

terregional relationship is significant across the group.

2.3 Significance testing for modulation of connectivity

measures

In order to verify whether the connectivity between

brain regions is modulated by an experimental condi-

tion, we performed a second analysis. Since the exper-

imental condition in our test data set (in Section 3)

varied parametrically, we also assessed the modulation

of MI and TE by linear dependence of MI and TI on ex-

perimental conditions. Note however, that other modu-

lation types (e.g. the difference between two conditions)

could be used in exactly the same way. We fitted the

MI or TE measures (mean over all samples) with a lin-

ear regression against the experimental parameter of

interest. Again this resulted in a true measured slope

of the regression and a distribution of P slopes from

the randomly permuted analyses. The statistical test-

ing was done as described in Section 2.2.3 by assess-

ing the probability that the true value emerges from a

Gaussian distribution characterized by the mean and

variance of the random permutations.

With the TE measurements, these tests determine

changes in directed information transfer for a given re-

gion pair as a function of experimental condition. With

the MI measurements, the tests determine whether the

regions have more or less in common as a function of

the experimental condition.

Again we considered positive and negative slopes

separately and then merged them in the matrixMs(a, b).

The significance levels αc are the same as for the con-

nectivity measures. We examined group effects by com-

paringM(a, b) =
∑

sMs(a, b) to binomial distributions,

as for the interregional measures themselves.

8 Note that testing against a binomial distribution is a con-
servative choice here, because it is less likely to get 6 significant

results (5 with positive mean and 1 with negative mean) than

to get 4 positive ones only. However, when tested over the group
we consider the threshold according to the latter, which is truly

binomial.

3 Material - fMRI data set for manual tracking

task

The method described above was applied to a data set

acquired to investigate the influence of predictability in

a visuo-motor coordination task. We provide here an

overview of the experimental design and preprocessing

necessary to understand the information-theoretic anal-

ysis presented. A full description of all methodological

details is given in [22]9.

3.1 Subjects and experimental design

We analyzed the data of eight subjects (4 female, mean

age: 27.5 years, SD 3.8) that participated in an fMRI ex-

periment. All experiments were performed at the Max

Planck Institute for Brain and Cognitive Sciences in

Leipzig. During scanning, subjects were asked to track

with their right index finger a dot that was moving

along a circular outline not visible to the subject (see

Fig. 3).

Continuous visual feedback informed the subjects

about the position of the target and their finger tip. The

target followed an alternating clock-wise (cw) counter-

clock-wise (ccw) trajectory. The difficulty of the track-

ing task was altered between four different levels in

blocks of 16.8 seconds by changing the regularity of

the cw vs. ccw stretches (see Fig. 3 A to C). 20 such

blocks were sampled for each difficulty. The visuo-mo-

tor tracking task required the integration of visual in-

put, motor control and proprioceptive feedback, and

the difficulty levels were used to manipulate the pre-

dictability of the movement that had to be tracked.

We were interested in possible changes in the interac-

tion between brain areas depending on the predictabil-

ity of the target. Functional magnetic resonance imag-

ing (fMRI) gradient echo EPI data (Siemens TRIO 3T,

TR = 2.8 s, TE = 30 ms, matrix: 64x64, FOV = 19.2

cm, resolution: 3 by 3 by 3 mm, 42 slices) was acquired

during the tracking task from each subject.

3.2 Preprocessing and extraction of regions of interest

We first performed standard preprocessing including

motion correction and spatial normalization on the data

[11]. In order to extract potential regions of interest

(ROI) the preprocessed data was analyzed with a gen-

eral linear model (GLM). We then looked for a general

9 See Chapter 5 of the PhD thesis which can be downloaded

from the German National Library: http://d-nb.info/992989221.
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Fig. 3 (color online) Experimental design and regions of interest A Layout of the screen. Dotted line: illustration of target path

(not visible to subjects), white circle: target, smaller red circle: cursor, gray cross: fixation cross, small gray arrow: overall movement
direction, larger turquoise and red arrows: movement sequence, illustrating successive cw- and ccw-components of the stimulus. B

Velocity over time. upper panel: high predictability. Lower panel: low predictability. cv = constant velocity, cw = clockwise, ccw =

counterclockwise, st = sinusoidal transient. C Trial time course. Time elapses from top to bottom. Successive periods of one trial are
given. Dotted line = path on which the target moves. Cross = fixation cross, red dot = cursor, white dot = target, arrows indicate

direction of overall movement. D The 11 regions of interest from which data was extracted for the information-theoretic analysis. See

Table 1 for full ROI names. The ROI in the basal ganglia is not shown here.

effect of interest for tracking (F-test) and extracted re-

gions based on a significance level of p < 0.05 (fam-

ily wise error corrected). This was used to find regions

that were activated during the task. In addition to the

regions activated by the task, two anatomical masks

of the left and right superior colliculus (SC) were in-

cluded, because we were particularly interested in a

possible involvement of the SC in the task [31]. For

a detailed description of this analysis see [22]. Overall,

this procedure yielded 11 ROIs of different sizes (see

Fig. 3 and Table 1). These served as ROIs for the in-

formation-based connectivity analysis. From each ROI,

we extracted the multivariate fMRI data during the

tracking periods (20 tracking periods for each of the

4 difficulty levels, with 7 functional images per track-

ing period). In this way, we obtained for each ROI and

difficulty level a data matrix X of dimension NI ×NV

for each subject, where NI = 140 is the number of func-

tional images per difficulty level and NV is the number

of voxels in the region as given in Table 1. In order

to avoid spurious results due to motion, scanner drifts

or global brain signal fluctuations, we corrected for the

temporal signal of each voxel for motion and global (av-

erage over the whole brain) fluctuations. For this, the

average signal over the whole brain was computed and

then together with the 6 motion parameter estimates

from the SPM preprocessing regressed out of all voxel

time courses, i.e. the voxel time courses were orthogo-

nalized to these seven time courses (global mean plus 6

motion parameters).
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Table 1 Table of regions of interest analyzed in the visuo-motor
tracking task.

Name of region Abbreviation Number of

voxels NV

left Superior Colliculus lSC 42
right Superior Colliculus rSC 35

right Cerebellum rCer 185

right Basal Ganglia rBG 74
Primary Visual Cortex V1 63

left Primary Motor Cortex lM1 158

left Supplementary Motor Area lSMA 24
left Dorsal Premotor Cortex lPMd 296

right Dorsal Premotor Cortex rPMd 32

left Superior Parietal Lobule lSPL 56
right Superior Parietal Lobule rSPL 43

4 Results - Application to fMRI experimental

data

In this section, we describe the application of the above

methods for determining interregional structure from

an fMRI data set of a visuo-motor tracking task. We

also examine the changes in this structure due to changes

in the difficulty of the visuo-motor task is altered.

Using the method described in Section 2.1 we ob-

tained for each subject interregional MI and TE mea-

sures for the dataset consisting of multivariate data

from the 11 ROIs (see Section 3). We averaged over

S = 3000 sampled subset pairs of v = 3 voxels for

each interregional measure10. In addition, the data was

sorted into 4 difficulty levels. The connectivity mea-

sures between each pair of ROIs could be defined for

each difficulty as the mean of the S = 3000 samples of

connectivity.

To test whether the connection between two ROIs

is significantly different from chance (following Section

2.2.2), we averaged across the 4 difficulty levels (and

as indicated above across samples). The resulting value

was compared to the distribution obtained from P =

300 surrogate measurements, for which we calculated

exactly the same value. We used a one-sided z-test (see

Section 2.2.3) with significance level of α = 0.05, which

was corrected for multiple comparisons as αc = 0.05/55

for the MI structure and αc = 0.05/110 for the TE

structure. In comparing across the group (as per Sec-

tion 2.2.3), we would expect M(a, b) to follow a bino-

mial distribution B(n = 8, p = 0.05) by chance alone

10 We explain in Appendix B how the number of joint voxels

v = 3 was selected to balance the ability to capture multivariate
interactions with the limitations of the number of available obser-

vations. Also in that appendix, we explore the effect of altering

v (including conducting univariate analysis with v = 1). Further-
more, the appendix explores the effect of altering the number of

subset pairs S and surrogate measurements P .

and note that a significance level of pg = 0.05/N (cor-

rected for multiple comparisons) is reached if at least 3

subjects individually show a significant effect.

Traditionally, the 140 time observations for each dif-

ficulty here would be seen as too small a data set for the

application of information-theoretical measures. How-

ever, our harnessing of underlying Kraskov-type esti-

mators [26,25] and our focus on statistical significance

not only allows our technique to gain insights from this

small data set, but also to do so in a multivariate fash-

ion. The numerical surrogate data set analyzed in Ap-

pendix A.1 demonstrated the ability of our technique

to correctly infer interregional links in data sets of this

size, with relatively low, non-linear coupling.

In the next sections, we describe several aspects of

the obtained interregional connectivity structure ob-

served during this visuo-motor tracking task. We show

that two subnetworks can be isolated based on the av-

erage MI between brain regions. We then suggest based

on TE measures that the network is organized in a 3-tier

directed structure, with the top two tiers corresponding

to the subnetworks identified with MI. Finally, we re-

port changes in the connectivity structure that depend

on the difficulty of the visuo-motor tracking task. The

main focus in the following is to present the information

measure methods and give some interpretations of their

results. A more detailed account of the regional activa-

tions patterns, their dependence on difficulty and an

in depth physiological interpretation will be published

elsewhere.

4.1 Subdivision of visuo-motor network based on MI

The interregional MI Iv(Ra; Rb) was significantly higher

in the true data than in the random permutations for

all possible pairs of regions across the group. That is,

for all 55 undirected connections a significance level of

ps < 0.05 (Bonferroni corrected) was reached in at least

3 subjects, which is significant across the group as ex-

plained above. On one hand this is insightful, as it indi-

cates that all of the ROIs have much in common as the

subjects undertake this visuo-motor task. However, we

seek more detailed insights into the information struc-

ture in place here.

Thus, we examine the average interregional MIs across

all subjects for our set of ROIs, with the symmetric ma-

trix Ga,b = Igv (Ra; Rb)−I
g,P

v (Ra; Rb) (see Eq. (10) and

Eq. (11)). Note that average MI was defined relative

to the value averaged across all subjects expected by

chance: I
g,P

v (Ra; Rb) =
〈
I
P

v (Ra; Rb)
〉
s
. We analyzed

this matrix of MI values by applying spectral reorder-

ing, an algorithm that reorders the rows and columns
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of the matrix to concentrate the mass of the matrix

as close as possible to the diagonal [23]. Spectral re-

ordering can be used to extract clusters in connectivity

structure that is represented by a symmetric matrix.

The reordered average MI is shown in Fig. 4A. The

spectral reordering clearly reveals two main structures:

a premotor-motor cortical subnetwork consisting of ar-

eas M1, lSMA, lPMd, rPMd, lSPL and rSPL, and a

smaller cluster consisting only of the two superior colli-

culi. The three other ROIs (V1, lCer and rBG) are only

weakly connected to these two structures. Fig. 4 sum-

marizes the results from this first part of the analysis.

4.2 Directed information structure

The interregional TE was significantly higher for the

measured data (compared to the surrogate data) for a

number of directed links at the group level (i.e. where

Tk,v was significant for 3 or more subjects as described

earlier). Fig. 5 summarizes the directed information

structure determined here.

This reveals a distinct three-tier directed informa-

tion transfer structure, which is quite illustrative about

the information structure during the visuo-motor task.

The top two tiers correspond to the premotor-motor

cortical subnetwork and the SC cluster identified using

the average interregional MIs in Fig. 4. The top tier

provides directed information to the middle tier, and

both top and middle provide directed information in-

puts to the bottom tier. This bottom tier contains the

right cerebellum, which is involved in motor control for

the right hand, which was used during the experiment.

The basal ganglia region remains uninvolved, but the
primary visual cortex V1 appears to receive some di-

rected input from the premotor-motor cortical subnet-

work (rSPL).

This tiered structure is in line with the tasks in-

volved in the experiment. The tracking task requires

visuo-motor integration and precise computation of the

motor output. The premotor-motor cortical network,

which is involved in such tasks, should send the rele-

vant information to the superior colliculi and the cere-

bellum, where basic movement control mechanisms will

be computed. Also, the superior colliculi are involved

in guiding eye position and attention, which is crucial

in the task requiring visuo-motor control.

4.3 Changes in information structure

Significance testing of the task (difficulty) dependency

of interregional information transfer was performed for

each ROI pair, using both TE and MI. To assess the
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Fig. 4 Mutual information structure A The average inter-

regional MI (see scalebar on the right) across the group is plotted
for all connections. White dashed lines are inserted to indicate the

borders between the clusters suggested by spectral reordering. All

estimated MIs were significantly higher than chance in at least
3 of the subjects, and thus significant at the group level. Here,

we show the average value MI over all 8 subjects. Note that the

matrix is symmetric and that there are no entries on the diagonal
(indicated by the bold white line and letters S and C to illustrate

the two subnetworks). For illustration reasons the maximum gray

scale value was chosen to be Iv = 0.065. Only the MI between
the two SC is higher (Iv(lSC, rSC) = 0.164). B Summary of the

subdivision of the 11 ROIs into two large clusters suggested by
spectral reordering. All 11 regions that entered the analysis are

drawn as circles and arranged to the left and right according to

their anatomical location. Cortical areas are indicated by gray
circles, subcortical regions by white circles. The two clusters il-
lustrated in sufigure A are illustrated by the dashed rectangles.

Cortical cluster (C, gray circles with solid outline), SC cluster
(S, white circles with solid outlines). The three remaining ROIs

are also indicated (V1, gray with dashed outline, rBG and rCer,

white with dashed outline). ROIs not belonging to any cluster
are drawn with dashed outlines. Note that V1 is placed on the
left rather than in the middle for illustrative purposes. All abbre-

viations for brain regions are the same as defined in Table 1.
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Fig. 5 Directed information structure A Connection ma-

trix plotting the number of subjects for which each interregional
link is found to be significant with the interregional TE. Entries

in the connections matrix are discrete, indicating the number of

subjects for which the corresponding connection was significant.
A link is significant at the group level if significant for 3 or more

subjects here (see Section 4). The gray scale values show the

number of subjects for which a link is significant (see legend on
the right). The names of the regions are the same as given in

Table 1. B Representation of the directed interregional structure

as a graph. The same layout of cortical areas as in Fig. 4 is pre-
sented. The thickness and style of lines indicates the number of

subjects which had a significant TE connection between the cor-
responding regions. See legend in subfigure A for a description of

line styles.

changing nature of the directed and undirected rela-

tionships respectively, we computed a linear fit of task

difficulty for the TE and MI (average over S = 3000

samples) respectively, and compared resulting value to

the null hypothesis of it having been drawn from the

same distribution as the P = 300 permutations as out-

lined in Section 2.3.

The MI between several pairs of regions is modu-

lated with task difficulty consistently across subjects

(see Fig. 6). As outlined above (Section 2.2.3) the crite-

rion for significance was that at least 3 subjects showed

a significant slope (in the same direction). We did not

find any significant changes with respect to tracking

difficulty for the directed TE measure.

All observed changes are due to an increase in MI

between ROIs as a result of an increased difficulty of

the tracking. Interestingly, MI was increased within the

cortical premotor-motor network (left SMA, left and

right PMD and left M1), and in the connections from

M1 to the cerebellum.

5 Discussion

We have shown that the method presented here was suc-

cessfully applied to an fMRI data set from a visuo-mo-

tor tracking task. The results suggest a structured net-

work that is in line with what would be expected from

the requirements of the task. Importantly, we also de-

tected changes in the network structure based on mul-

tivariate MI measures. As fMRI is an indirect measure

of neuronal activity, the interpretation of results that

are based on interactions between voxels is not always

straight forward. In addition, the temporal resolution

of fMRI does not allow us to measure data at a rate

fast enough to capture direct neuronal interactions.

5.1 Cortico-subcortical structure involved in

visuo-motor tracking

The set of regions that entered the information-theo-

retic analysis was further subdivided by the analysis

in two respects. First, MI measures suggest a subdi-

vision of the regions into a large cortical cluster that

contains several motor and premotor areas, a small col-

licular cluster that contains the two superior colliculi,

and a third set of regions that contains the ROIs in V1,

the Basal Ganglia and the Cerebellum. Second, the TE

measure revealed a directed connectivity structure with

the following general pattern: Cortical regions are con-

nected via forward links to the superior colliculi, and

cortical regions as well as the superior colliculi have

directed links to the right Cerebellum. Within the pre-

defined set of regions, the structure of these links sug-

gests that cortical premotor and motor areas influence

the superior colliculi and that both of them influence

the cerebellum.

While the MI measures simultaneous fluctuations

in the fMRI signals, the TE tries to infer a directed

influence which is much more susceptible to problems
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Fig. 6 Task dependent modulation of mutual informa-

tion A The matrix representing the number of significant modu-
lations of MI found across the group is plotted for all connections.

Gray values code the number of significant subjects (all of which

displayed an increase in MI with task difficulty). Note that the
matrix is symmetric and that there are no entries on the diag-

onal (indicated by the bold white line). White dashed lines are

inserted to indicate the borders between the cortical and the su-
perior colliculus clusters found in the MI analysis. B Summary

of MI modulation with task difficulty. Brain areas are drawn as

describe in Fig. 4. Changes observed in 3 subjects are drawn as
solid lines. See also the legend in subfigure A. Abbreviations are

defined in Table 1.

of temporal resolution in the data acquisition. The low

temporal resolution of fMRI puts some limitations to

the interpretation of the TE results. Although we es-

tablished a directed structure within the voxel space of

the fMRI, this does not necessarily mean that the di-

rected links correspond directly to neuronal connections

between the respective regions. The temporal resolution

of the fMRI experiment (TR = 2.8 s) is much slower

than typical time scales of neuronal processing. For ex-

ample, the delay of the onset of spiking of neurons in

visual areas in response to a visual stimulus increases

by the order of 10 milliseconds only between one vi-

sual area and a second area that is one level higher in

the visual hierarchy [6]. Therefore, fast neuronal inter-

actions might be too fast to be captured by fMRI as

directed links. In our study, one might, e.g., expect to

find some level of input from the visual cortex (V1) to

the movement planning regions (since planning requires

the visual information of where the object is). Such a

directed connection was not found (see Fig. 5). That

is to say, the raw visual information about where the

object is may still influence the activity in the move-

ment planning regions, but in a way that is too fast

to be detected directly using fMRI. The directed link

from the premotor-motor network to visual cortex, on

the other hand can be interpreted as predictive effects

on the visual system by modulating attention in the pe-

riphery while maintaining visual fixation at the center

of the visual field. This link might be captured because

in the visuo-motor tracking paradigm the general task

structure was relatively slow, and therefore top-down

attentional signals might modulate more slowly than

the bottom-up visual input. The top-down effect does

not need to be at or slower than the time resolution of

fMRI here (TR = 2.8 s) to be detected though, since

we have demonstrated some level of robustness of our

technique to undersampling in the underlying data in

Appendix A.4.

In addition, there might be a confound in TE mea-

sures of directed information between signals in the dif-

ferent regions, when it comes to interpreting these links

directly on the neuronal level. The hemodynamic de-

lay can differ between different cortical regions up to

around 1 second [17], which might in the worst case

invert the temporal succession if one compares the TE

between two regions from BOLD (blood oxygen level

dependent) data to the real neuronal firing. Finally, it

might well be that a bidirectional link on the neuronal

level results in an increased MI between two regions,

but is not visible in the TE structure, because the neu-

ronal interactions are too fast to be captured by fMRI.

These issues do not affect other data modalities (e.g.

EEG), but need to be taken into account when inter-

preting the TE results from fMRI data here.

5.2 Modulation of MI with task difficulty

In applications of fMRI within cognitive neuroscience,

it is, generally, of particular interest to detect changes

that are caused by some experimental manipulations. In

addition to the general structure, we provide evidence

that the method presented here is able to find such task
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related changes in the connectivity structure based on

the MI measurement.

Interestingly, two types of connections showed an in-

crease in MI, i.e. functional connectivity, with increased

tracking difficulty. First, the result points towards the

need of an increased cortico-cortical interaction, if a vi-

suo-motor task becomes less predictable, and thus more

difficult. This increased interaction is reflected in the

connections that are modulated within the cortical clus-

ter (see Fig. 6). Second, an increase in interactions be-

tween motor cortex and the cerebellum is in accordance

with the increased need of error correcting movements,

when the predictability of the target is low. In accor-

dance, earlier studies have shown that the cerebellum

is involved in such on-line adjustments and that M1

and the cerebellum interact during early phases of mo-

tor learning [41,35]. Based on our statistics we did not

find any significant changes that involve the SC, which

might have been expected for such a task [31].

Interestingly, these changes show up only in the MI

and not in the TE. There are two possible interpreta-

tions of this. First, the interaction between the regions

that show a modulation of MI with task difficulty could

be bidirectional. This is likely to be the case for the cor-

tico-cortical connections. In fact, we did not observe a

directed link between these regions. Second, it is possi-

ble that the changes in MI are the result of relatively

rapid fluctuations due to an unidirectional connection

between two regions. Such changes might be reflected in

the MI structure, but would be missed by the TE mea-

sure, because of the slow temporal resolution of fMRI.

5.3 What is the effect of using multivariate

interactions?

The main results reported in this paper are based on

an analysis that captures information structure between

sets of v = 3 voxels in regions of interest defined based

on a general activation during the task. Appendix B de-

scribes how v = 3 was selected using p-values from our

statistical significance technique. An additional ques-

tion that needs to be addressed then, is whether an

observed structure depends on the choice of v. In par-

ticular, is there any difference between the multivariate

analysis presented here and a univariate analysis that

averages over sets of 1 voxel in each region or even con-

siders the average time course within the ROI? If the

analysis is multivariate, does the dimensionality of the

studied interactions change the structure?

We have addressed these questions in a series of ad-

ditional analyses, summarized in Appendix B. For all

three information structures (TE, MI and modulation

of MI) the multivariate analyses are correlated with the

univariate analyses suggesting that part of the multi-

variate structure resides on univariate interactions that

are captured by the multivariate analysis as well. How-

ever, all structures derived with multivariate analyses

are much more similar to each other than they are to the

univariate analyses. Hence, there is a consistent struc-

ture that is captured by the multivariate, but not by

the univariate interactions.

Importantly, Appendix B also shows that analysis

using the average time course within the ROIs was not

able to infer any interregional links at the group level.

5.4 Methodological considerations

We have shown that despite the low number of sam-

ples, multivariate information structure can be esti-

mated from fMRI data. However, there are some method-

ological questions that need to be discussed. One major

problem of measuring neural interactions with fMRI is

the fact that BOLD fMRI provides an indirect mea-

sure of neuronal activity only [30]. The low temporal

sampling rate in the order of seconds but also the low

pass filtering effects of the hemodynamic response func-

tion prevent us from accessing directly the underlying

neuronal connectivity. That said, Appendix A.4 shows

that our technique has some theoretical robustness to

undersampling and memory in the data (which simu-

lates low-pass filtering). Another issue is that we know

from Appendix A.3 that our technique can infer con-

nections where the data sets have a logical relationship

but are not directly connected. However, Appendix A.3

also shows the circumstances under which this can oc-

cur, highlighting our technique is much less sensitive to

these undesirable inferences than actual connections,

and we suggest extensions using the complete transfer

entropy [29] that may improve the technique in these

cases. In the absence of such an extension, we perform

the simple “comparisons amongst connected triplets”

described in Appendix A.3 at the group level for the

TE structure, with the results suggesting that the con-

nected triples involving the left SC are unlikely to con-

tain pathway and common cause false positives, but

not suggesting the same evidence against the right SC

→ right Cerebellum link being a common cause false

positive11. Finally, we note that the finding of changes

in the MI structure based on changes in the task diffi-

culty also shows that modulations in the connectivity

structure can be captured. Although we cannot infer

the presence of direct underlying neuronal connections,

11 As described in Appendix A.3, this simple test does not mean
that the right SC → right Cerebellum link is a false positive; it

simply does not add evidence against the false positive.
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we can certainly assess whether the coupling between

two regions changes in a task dependent manner.

We have applied the method to a data set that used

a block design. In this way, the experimental condi-

tions (difficulty) could be varied slowly, even compared

to the temporal resolution of fMRI, and thus fluctua-

tions within each experimental condition can be cap-

tured. Many fMRI studies, however, use event related

designs, where the brain response to short events is in-

vestigated. Although from a technical point of view, it is

straight forward to apply the method to event related

data, there are certainly limitations that need to be

considered. In particular, the locking of the response to

short events causes large event driven responses. These

onset responses are not informative of the task itself

and thus it is necessary to remove them, which can be

done, e.g., by a linear regression model. An additional

problem will be the even more limited number of data

samples available. Usually, inter trial intervals in event

related fMRI designs are relatively short, which results

in considerable overlap of the BOLD responses from

different events. This is not a problem if a standard

general linear model is calculated, because the parts

can be separated statistically. But it will make it very

difficult to estimate any kind of interaction. We thus

think that the study of interactions in fMRI is prefer-

ably done using a block design experiment.

5.5 Final conclusion

We have presented a novel approach to analyzing func-

tional connectivity of time-series data to establish inter-

regional information structure. Its combined character-

istics (being information-theoretical, asymmetric and

multi-variate) distinguish it in identifying directional,

non-linear, and collective interactions between regions

in a model-free manner. Furthermore the specific in-

formation-theoretic estimators used and the focus on

statistical significance allows the technique to provide

insights from comparatively small data sets.

In this paper, the method was applied to fMRI data

from a visuo-motor tracking task. Here, it identified

an interesting three-tier interregional information struc-

ture, with movement planning regions providing input

to visual perception and control regions, and both these

tiers driving motor execution. The method also iden-

tified increased coupling between movement planning

and motor execution regions as the tracking task be-

came more difficult.

The presented method has thus been demonstrated

to be useful for investigating interregional structure in

fMRI studies, but importantly it could also be applied

to other modalities such as electrophysiological multi-

electrode array recordings, where the measured data

has a better temporal resolution and allows one to draw

direct conclusions about neuronal interactions.

Future work will include exploring whether the ex-

tensions suggested in Appendix A.3 can correct undesir-

able inference of indirect logical relationships. We also

seek to investigate information transfer on shorter time

scales as measurement technology improves, including

potentially identifying coherent information transfer struc-

tures in the cortex [29,15].

A Application to numerical data sets

In order to explore the properties of the technique presented in

Section 2, we apply it to a number of artificial data sets in this sec-

tion. In particular, we demonstrate: the efficacy of the technique
when applied to small data sets with a small amount of nonlin-

ear, collective coupling; how to use the statistical significance to

guide selection of the number of joint voxels under analysis v;
some robustness to undersampling, and to inference of directed

links where only a logical overlap exists.

A.1 Collective, non-linear interregional coupling

The primary test of the technique involves two multivariate “re-

gions” of 10 variables, X = {X1, . . . , X10} and Y = {Y1, . . . , Y10},
in which the variables of Y influence X in a collective, non-lin-

ear fashion under a range of coupling strengths. The coupling

strength is described by the number of variables C in X which
are influenced by those of Y, and the level χ to which those el-

ements in X are determined from Y. For a given C and χ, the

value xi,n+1 of variable Xi at time step n + 1 = {2 . . . 140} is
determined as:

xi,n+1 =

{
εxxi,n+ χyj,nyl,n+ (1− εx − χ)g for i ≤ C
εxxi,n+ (1− εx)g for i > C

, (12)

where g is a zero mean white noise process with σ = 1, and j

and l are indices of variables Yj and Yl in Y randomly selected

to provide a joint input to Xi for the duration of the time series.
The initial values xi,n=1 are determined by the zero mean white

noise process g, and we have:

yj,n+1 = εyyj,n + (1− εy)g. (13)

Our test data sets thus involve one-way coupling Y → X,

where the coupling is determined in a non-linear manner from

multiple values within the source region. For our first experiment
here, we generate time-series sets X and Y for all combinations

of C = {1, . . . , 10} and χ = {0.00, 0.05, . . . , 0.30} with εx = 0.7

and εy = 0.0. With the additional factors of the relatively low
influence of Y on X (low χ/εx) and a small number of observa-

tions12, this has been specifically designed to be a particularly
difficult data set from which to correctly detect a directed inter-
regional link.

We measured the interregional TEs Tk,v(X→ Y) and Tk,v(Y →
X) and interregional MI Iv(X;Y) with v = 2 and k = 1, using

12 Our use of 140 time steps for each C and χ combination

matches the length of fMRI time series analyzed in Section 4.
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Kraskov-estimators with a window size of the two closest obser-
vations. We then computed their statistical significance using the

techniques we presented in Section 2 with S = 2025 and P = 100.

We correct for multiple comparisons across the many combina-
tions of C and χ in each direction.

Fig. 7(a) demonstrates that the interregional TE detects the

interregional link Y → X fairly consistently for the data sets with

larger numbers of coupled variables C and coupling strengths χ.
No false positives are returned in the situation of zero coupling

(χ = 0.00) or in the reverse direction X→ Y (not shown).

The interregional MI does not detect the directed link at any

coupling strength (results not shown). This is because the simul-
taneous values of X(n) and Y(n) at a given time point n are

unrelated (Y(n) influences X(n + 1), but has no relationship to

X(n) in this data set). Importantly, it does not produce any false
positives here. We also measured the interregional MI with a 1-

step time difference between X and Y; this breaks the symmetry

of the measure, and makes detection of the influence of Y(n) on
X(n + 1) possible. As shown in Fig. 7(b), the statistical signifi-

cance of this measure detects the influence Y → X at some of the

strongest couplings, and returns no false positives for X → Y.
The measure is not as effective as the TE however: it correctly

infers the influence for a smaller number of data sets (C, χ), and

with generally larger and less consistent p-values for these larger
(C, χ). This is perhaps because it ignores the mixing of the cou-

pling from Y with the influence of the past of each Xi via the

εxxi,n terms in Eq. (12). The TE (which accounts for the past of
the destination) is more sensitive to this mixing.

The success of our statistical inference with the interregional

TE in this particularly difficult example is an important result.

This type of non-linear coupling cannot be detected by linear
methods (e.g. Granger causality), nor with the non-directional

MI. Even when the MI has a directionality induced in it, it is

not as sensitive as the TE here. Similarly, we verified that single-
variate analysis (with v = 1 voxel) was much less effective: the

TE could only detect the regional link at the very largest (C, χ)

combination (see Section A.2). Finally, we note that a minimum
coupling strength is required before detection by our method to

ensure statistical significance, which is an important property to

protect against false positives13.

A.2 Effect of multivariate analysis

Continuing with the same time series sets X and Y for various
(C, χ) from Section A.1, we investigate the effect of altering the

number of joint variables v included in the measure Tk,v(Y →
X).

Fig. 8(a) shows that inference of the directed link Y → X
at the larger (C, χ) combinations is stable for v between 2 and
6, with the correct inference made for roughly the same number
of (C, χ) data sets here. As a more focused example, Fig. 8(b)

shows the relevant p-values versus v for the particular data set
(C = 8, χ = 0.25), demonstrating that inference of the directed

link could be made here for v between 2 and 7.
Certainly, one would like to maximize number of joint vari-

ables v when using Tk,v(Y → X), since this provides more scope

13 The minimum strengths required for detection here may seem
large at first glance, however one must bear in mind the specific

difficulties built into this data set: the non-linear coupling, the
small number of samples, and relatively low influence of the Y

on X (low χ/εx). Also our correction for a large number of com-

parisons is a factor here. This being said, correcting for multiple
comparisons provides important protection against false positives

so must be maintained when investigating all values of C here.

for capturing multi-variate interactions. Also, increasing v even
above the number of variables involved in interactions in the data

can be advantageous. This is because it raises the proportion of

sample sets Rx,i of v variables in the source which include a full
set of variables that interact to produce an outcome in the sam-

ple destination set Ry,j . For example, increasing v above 2 here
raises the proportion of our S sample sets which include both

source variables Yj and Yl that causally effect one of the selected

destination variables Xi (see Eq. (12)).

However, increasing v brings us closer to the limits imposed

by the number of observations available to us. This is the case for
whichever estimator we choose to use. For example, the Kraskov

estimators in use here are known to have their error in measure-
ment increase with the number of joint variables considered for

a fixed number of observations (see Fig. 15 in [26]). Similarly,

spurious relationships can appear more easily in the low-sample
limit, making the distribution of measures on the surrogate data

sets more spread out, and therefore raising the relevant p-value.

These plots demonstrate that the number of joint variables

v can only be increased to a certain level before being limited by
the number of available samples. The p-values with respect to v

explicitly show where these limits are.

A.3 Overlapping data sets without direct relationships

We then investigate a number of instances where interregional

data sets logically overlap in some way without having a direct
relationship. These instances are known to present difficulty for

inference techniques, which may infer a directed interregional link

when only an indirect relationship is present (as described in
“problem 4” in [36]). We explore the conditions under which our

technique may be susceptible to making these inferences.

First, we explore the pathway structure Z → Y → X. We

generate data sets where the individual relationships between
the directed pairs Z → Y and Y → X are each described by

Eq. (12,13), with C = 10, εx, εy = 0.7 and variable (χ, εz).

The p-values from our analysis are displayed in Fig. 9. Of

course, we find that the actual directed link Z → Y inference
depends on the coupling strength (as per Section A.1). It does

not seem to have a particular dependence on the self-connection

or memory εz in the source (not investigated in Section A.1).

Fig. 9(b) shows that it is possible for our technique to infer a

directed link Z→ X where the real underlying relationship Z→
Y → X is in fact an indirect pathway through Y. We find that

inference of the indirect relationship is much less sensitive than
for the direct relationship, occurring only where there is both high

coupling χ and high memory εz in the source14. Importantly, we

found that p-values for Z → X were always higher (i.e. weaker)
than Y → X when both links were inferred.

If Y is not available, then inference of the indirect relation-

ship may be desirable, since it still reveals structure in the avail-

able data. Where Y is available though, ideally only Z→ Y and
Y → X should be inferred. We suggest that extension of the com-
plete transfer entropy [29] to a similar interregional measure (and

with similar statistical significance testing) could usefully address
this issue. The complete TE conditions out the influence of other

possible sources, e.g. Tk(Y → X | Z) = I(Y ;X′ | X(k), Z). Ex-

tending the measure should still infer Y → X (since Y adds
information not contained in Z) but not Z → X (since Z does

14 High memory in the source Z is required for the values zn
(considered by the interregional TE) to contain some information
about the previous values zn−1 which had an indirect effect on

xn+1 via yn.
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Fig. 7 p-values from z-tests against surrogates for the Y → X relationship in Section A.1 for each data set (C, χ) for: (a) the

interregional TE Tk,v(Y → X); and (b) the interregional MI Iv(X(n+ 1);Y(n)) with time difference of one step from Y to X. Using
correction for multiple comparisons in both Y → X and X→ Y, the cutoff for statistical significance for a desired α = 0.05 becomes

αc = 3.57× 10−4. “X” marks data sets for which the relevant measure infers a statistically significant link Y → X. The TE infers a

statistically significant link for 24 of the largest combinations of (C, χ), while the MI with time difference does so for 9 combinations.
The actual minimum p-values in each case are several orders of magnitude smaller than 10−6, corresponding to z-scores of 11.1 for the

TE and 5.27 for the MI with time difference.
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Fig. 8 Analysis of the effect of increasing the number of joint variables v when using the interregional TE, Tk,v(Y → X), for
inference of the Y → X link in Section A.1. (a) the number of data sets (C, χ) that the link Y → X was successfully inferred for.

(b) the p-values from z-tests against surrogates for one particular data set (C = 8, χ = 0.25). The horizontal line marks the cutoff for
statistical significance (corrected for multiple comparisons) at αc = 3.57× 10−4.

not add any information not contained in Y). We leave extension

of this measure and testing of the technique to future work.

Next, we explore the common cause structure with Z → Y

and Z → X but no direct relationship between Y and X. We
generate data sets where the individual relationships between the

directed pairs Z → Y and Z → X are described by Eq. (12,13)
with C = 10: and εx, εy = 0.7 and variable (χ, εz) in Fig. 10(a);
and alternately εz = 0.7 and variable (χ, εx, εy) in Fig. 10(b).

Fig. 10 shows that it is possible for our technique to infer a
directed link Y → X (with similar results for X→ Y of course)

where Y and X are only related by a common cause. We find that
the inference only occurs under high coupling χ and high memory
εx,εy in the destinations of the common cause (Fig. 10(b)), with

a possible but less clear dependence on high memory εz in the

common cause (Fig. 10(a))15. Crucially though, this inference is
much less sensitive than for the relevant direct cause from Z.
(The Z → Y relationship for Fig. 10(a) is the same as for the

pathway structure, see Fig. 9(a) for results on the direct cause
to compare to Fig. 10(a)). As expected, the interregional MI re-

vealed a very strong relationship between Y and X (not shown),

e.g. inferring a relationship for all χ > 0 for the data sets in
Fig. 10(a).

15 We expected that high memory in the destinations Y and X
and in the common source Z would help preserve information in

Y about the source Z which would be helpful to predicting X.
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Fig. 9 p-values from analysis of direct and indirect interregional relationships for the pathway structure Z → Y → X in Section

A.3. The analysis is performed using the interregional transfer entropy with v = 2. “X” marks data sets for which a statistically
significant directed link is inferred. Using correction for multiple comparisons in all 6 possible directed relationships, the cutoff for
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Fig. 10 p-values from analysis of the common cause structure: Z→ Y and Z→ X in Section A.3. The analysis is performed using
the interregional transfer entropy with v = 2 for the pair without a directed relationship Y → X. “X” marks data sets for which a

statistically significant directed link is inferred. Using correction for multiple comparisons in all 6 possible directed relationships, the

cutoff for statistical significance for a desired α = 0.05 becomes αc = 1.49 × 10−4. The actual minimum p-values in each case are
several orders of magnitude smaller than 10−6, corresponding to z-scores of 6.30 in each case.

Similar to our argument regarding the pathway structure, if

Z is not available then inference of Y → X and X → Y may
be useful in revealing structure in the available data. When the

common cause Z is available, this is undesirable though. In this
case, we again suggest that extension of the complete transfer en-

tropy to an interregional measure could be expected to eliminate

inference of spurious relationships due to a common cause.

Without such an extension in place though, the fact that the
false positive links here are much weaker than the relevant actual

direct links suggests the use of comparisons amongst connected
triplets. That is, where one finds Z → Y, Y → X and Z → X,
then:

1. if Z → X is stronger than Z → Y or Y → X then it is

unlikely that Z→ X is a pathway type false positive;
2. if Y → X is stronger than Z → X then it is unlikely that

Y → X is a common cause type false positive.

Such comparisons cannot definitively rule out the relevant false
positive situation, but can add evidence against the presence of

these types of false positives.

A.4 Undersampling

We also test the technique against data sets which have been

undersampled from the raw underlying data. Using the same re-
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Fig. 11 p-values from analysis of the undersampled data sets

Ys → Xs described in Section A.4, with respect to undersam-

pling factor s and source memory εy . The analysis is performed
using the interregional transfer entropy with v = 2. “X” marks

data sets (s, εy) for which a statistically significant directed link
is inferred. Using correction for multiple comparisons for both

directions for all (s, εy) sets, the cutoff for statistical significance

for a desired α = 0.05 becomes αc = 3.91 × 10−4. The actual
minimum p-values are several orders of magnitude smaller than

10−6, with the largest z-score at 15.2.

lationship Y → X defined in Eq. (12,13), we then define Xs =
{Xs

1 , . . . , X
s
10} where the constituent time series are undersam-

pled by a factor of s as Xs
i = {xi,1, xi,1+s, xi,1+2s, . . .}. Ys is

similarly defined, and the technique is then applied to the data
sets Xs and Ys. For comparability, we generate 140 samples

in the undersampled data sets. We use C = 10, χ = 0.3, and

εx = 0.7.

As shown in Fig. 11, for these parameter values we find that

there is some robustness in correct inference of the interregional

relationship Ys → Xs using the interregional TE up to an under-
sampling factor of s = 3. (Again, no significant link was inferred

in the reverse direction Xs → Ys). The correct relationship is
detected more reliably with: higher source-destination coupling χ

(not shown), a smaller undersampling factor s, and higher source

memory εy (see Fig. 11)16. The undersampled source values in-
cluding yj,n under consideration can have a causal effect on the

destination xi,n+s by either: influencing xi,n+m, or influencing

yj,n+m for 1 ≤ m < s; and in both cases consequently influenc-
ing xi,n+s. Higher χ and smaller s increase both effects, while εy
increases the latter. Higher memory in the destination εx (with

respect to noise g, given χ) should similarly increase the influence
of the source under consideration and therefore the reliability of

detection in the undersampled data.

B Effect of multivariate analysis

We have reported in the main paper results from an analysis that

considered interactions between sets of v = 3 voxels. We have
compared the distribution of the calculated measure MI or TE

from S = 3000 samples against the mean of P = 300 surrogate

16 Note that the combination of undersampling and memory in

our variables provides a smoothing-type effect on the data. As
such, these results imply some level of robustness for the tech-

nique against temporal smoothing in the underlying data.

measurements for each subset sample. The use of v = 3 was
motivated by the trend of p-values versus v in the simulation

in Section A.2 and Fig. 8(b), where we found that the p-values
for our technique were minimized for v = 2 to 4. We confirmed

the selection of v = 3 with S = 3000, P = 300 by investigating

the trend of p-values versus v for selected region pairs, finding
that the p-values for our technique were typically minimized at

the lower end of the v = 3 to 5 range (results not shown). This

means that v = 3 balanced our desire to capture multivariate
interactions with the need to remain within the limitations of

the available number of samples.

At this point then, two important questions have to be raised.
First, how strongly does the resulting structure depend on the

choice of parameters. Second, what is the effect of including more

than one voxel (v = 1) in the subsets, and thus taking into ac-
count multivariate interactions.

To answer these questions we have run several additional

analyses with the following parameters. First, we computed the
MI and TE measures as described in the main text again but for

v = 1 and v = 5 leaving S = 3000 and P = 300 unchanged. We

also calculated the same MI and TE measures for the three sizes
(v = [1, 3, 5]) but using only S = 1000 samples and P = 100 per-

mutations. Second, we calculated the MI, TE and MI modulation

structures based on the average activations across all voxels in
each ROI. Note that there is only one possible sample for this av-

erage analysis and thus S = 1. We use P = 300 and the standard
TE (MI) significance tests in Section 2.2.1 coupled with the group

level analysis described in Section 2.2.3. The average analysis is

similar to standard functional connectivity studies in fMRI that
look at correlations between ROI [12]. It is important to note

that with the TE this average ROI analysis could not infer any

interregional links at the group level17. We then compared the
results of all 7 analyses, including the main analysis presented

in the paper and the average ROI analysis, by calculating the

correlation coefficients between the corresponding resulting MI,
TE and MI-modulation structures. Importantly, we did not com-

pare the number of significant subjects, but directly looked at

the correlation coefficients between the mean values for MI, TE
and MI-modulation within each subject. In Fig. 12 we show the

similarity between the information structures obtained by the
different analyses.

The results can be summarized by two main statements.

First, although univariate structures are correlated to the multi-
variate structures, the multivariate structures are correlated more

strongly amongst each other than they are to the univariate struc-

tures. This indicates that the multivariate analysis captures some
structure that is not present in the univariate analysis. Second,

these multivariate interactions are captured by 3-voxel as well

as 5-voxel interactions in a very similar way. Hence, the multi-
variate nature of the interaction does not seem to include very
high dimensional interactions that cannot be captured by 3-voxel

interactions but are present in 5 voxel interactions.

In a second step, we compared the statistical results obtained

from the seven analyses. To do this we counted the percentage ps
of stable significant connections that remain unchanged between

two types of analysis. We defined ps,ij =
2Ns,ij

Ni+Nj
, where Ns,ij is

the number of links that are significant in both analyses i and

j, thus called stable, and Ni and Nj are the numbers of signif-

icant links in each analysis, respectively. If ps,ij = 1, all signifi-
cant connections are the same in both analyses, and if ps,ij = 0,
there is no significant connection that shows up in both analyses.

ps,ij was calculated for all possible pairs of analyses i and j. We

17 Similarly, only two interregional links were inferred at the
group level by the interregional TE with univariate analysis (v =

1) and S = 3000, P = 300.
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Fig. 12 Comparison of univariate and multivariate analyses. Top Correlation coefficient between observed information

structure for different sizes of multivariate interaction: v = 1 (univariate), v = 3 and v = 5 and for the average signal within ROIs

(avg). For every v the structure were calculated and compared for a larger (l) and a small (s) sample set (S = 3000, P = 300, and
S = 1000, P = 100 respectively). Note that the avg analysis does not include any sampling and thus has only one sampling size and

was performed using P = 300. Gray scale indicates average correlation coefficient between information structures resulting from the

respective analyses according to the color bar on the right. Averages are taken across subjects and are based on Fisher z-transformed
correlations and then transformed back. Dashed lines indicate the border between univariate and multivariate information analysis.

Bottom In order to test whether the multivariate measures are more similar to each other than they are to univariate measures, we
compared the z-transformed correlation coefficients of all entries in the top panels by means of a paired t-test across subjects (n = 8).

We thus tested whether some combinations of structures are more similar, than other combinations. Gray scale indicates the p-values

of this test. See colorbar on the right. P-values thresholded at α = 0.05/N , where N = 210 is the number of t-tests made. White
entries are above α and thus not significant. The comparisons have been ordered to highlight differences between correlations that

include the average ROI analysis (avg), correlations that include univariate analyses (m-u), but not avg, and, finally, correlations that

include multivariate analyses only (m-m).

summarize the results by averaging over the three main types of

analyses defined in Fig. 12. All results are given in percent as

Mean ± SD. In the TE structure, there are no stable connections
in the average over ROI analysis (avg in Fig. 12) compared to

any other analysis. The percentage of stable significant connec-
tions is 33%±14% for comparisons of a univariate to multivariate

analysis (u-m in Fig. 12) and 80%± 5% for comparisons between

multivariate analyses (m-m in Fig. 12). For the MI modulation,
the corresponding percentages are: 2% ± 2% (avg), 46% ± 17%

(u-m) and 85%±3% (m-m). Again, these numbers show that the

multivariate information measures yield stable results and that
the results are clearly different from the two kinds of univariate

analysis we have compared them to.
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